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The Future of UK Supercomputing

The nature of research in science and engineering has 
changed over the past two decades – from an activity 
based almost entirely on theory and experiment, to 
one based on theory, experiment and computation 
in comparable measure. Computational simulations 
are now indispensable for the numerically oriented 
fields of research, such as climatology, earth sciences, 
particle physics, cosmology, astrophysics, chemistry, 
materials, fluid dynamics, atomic and molecular physics, 
plasma physics, nanoscience and biomolecular sciences. 
The increasing sophistication of mathematical models 
and complexity of simulations, along with continuing 
improvement in computing power, has made it 
possible to address new scientific questions, which in 
turn increases the demand for greater computational 
resources.

The fundamental principle of the UK’s long-standing 
strategy, as re-stated in the Strategic Framework for 
High End Computing issued by the High End Computing 
Strategy Committee (HSC) in June 2003, is to provide 
national general purpose high performance computing 
systems at a world-class level, with more specialised 
systems to address particular scientific questions. 
This strategy has evolved with time reflecting the 
changing requirements of the scientific community, the 
development of the technology and the need to ensure 
value for money. Greater emphasis is now placed on 
capability rather than capacity computing and on the 
establishment of a service, which includes not only 
the system itself but the facilities management of that 
system and the provision of Computational Science and 
Engineering (CSE) support. 

There has been much debate on the definition of 
capacity and capability computing! My own attempt 
to articulate the difference is as follows. Capacity 
computing is sufficient for the high throughput of a 
large number of simulations, each of which addresses a 
relatively small problem size.  It can be provided using 
the distributed computer infrastructure at departmental 
and university level, access to which will be enabled by 
the emerging e-Infrastructure.  Capability computing on 
the other hand is needed for simulations that address 

much larger problem sizes. Such simulations, which 
require high communication bandwidth and low latency 
times, can only be achieved in a viable timescale by a 
high performance system and not by using a distributed 
computing architecture.

Of crucial importance is not the theoretical peak 
performance of a system or its sustained performance 
according to Linpack, but the sustained performance 
of scientific codes. CSE support is therefore vital, and 
accordingly its level was increased for the HPCx service, 
with a further increase planned for the proposed 
HECToR service. For HECToR there will also be much 
greater use of a suite of scientific codes to evaluate 
the performance of the system, supplemented with 
industry standard benchmarks from the HPC Challenge 
benchmark suite.  A personal aspiration is not to run the 
Linpack benchmark at all, as I consider it to be a very 
poor indicator of the performance of scientific codes 
and hence highly misleading, but I suspect that it will 
be politic to do so in order to provide an assessment 
of HECToR’s ranking within the world. 

The procurement process for HECToR is proceeding 
well, but because of financial constraints the planned 
start date of the 6-year service has been delayed until 
April 2007.  A decision on a partnership with the Met 
Office will be made in July 2005 and the OJEU notice 
issued at the beginning of November 2005.

Because of its integrated strategy, the CSAR and HPCx 
services, and plans for the HECToR service, the UK is 
recognised within Europe as being a key player in High 
End Computing.  EPSRC, representing the UK, has 
been involved in discussions with initially the French 
and Germans, but with the intention of including other 
countries as well, about the establishment of a European 
petascale high performance computing infrastructure 
during the timescale of the 7th Framework Programme 
of the European Commission. Clearly, these are early 
days for this initiative, but if it is successful then Europe 
should have a high performance computing capability 
that enables it to compete scientifically world-wide.    

Hugh Pilcher-Clayton
EPSRC Programme Manager for High-End Computing
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Implementation of a combined wave and current 
modelling system

Judith Wolf1, Pedro Osuna1, Mike Ashworth2 and Kevin Roy3

1 Proudman Oceanographic Laboratory, 2 CLRC, Daresbury Laboratory,
3 University of Manchester

Introduction
The Proudman Oceanographic Laboratory (POL) 
conducts research into the dynamics of the ocean. 
Its expertise has traditionally been in marine physics, 
studying the processes of tides, sea level, and shelf sea 
circulation.  One of the important tools is the use 
of numerical modelling, which complements other 
strengths in observation systems.  In recent years POL 
has tackled more interdisciplinary problems, moving 
towards the ultimate goal of a fully integrated biological-
chemical-physical system, with a coupled atmosphere-
ocean-geosphere model.  A previous article in this 
newsletter described the coupled physics-ecosystem 
model (Holt et al, 2002).

Wave prediction is needed for ship routing, offshore 
operations and coastal engineering and waves are also 
important in various 
processes . The 
ocean-atmosphere 
coupling is through 
the surface wave 
f i e ld . Accura te 
air-sea fluxes are 
critical for weather 
and climate change 
mode l l i ng . The 
impact of climate 
change on coastal 
communit ies is 
p a r t l y  d u e  t o 
possible changes 
in coastal wave 
climate and its effect 
on coastal erosion 
and fl ooding (Wolf 
et al., 2002a).  In 
s h a l l ow  wa te r 
waves penetrate 
to the sea bed and 
are important in 
the re-suspension and transport of sediment.  In order 
to properly model waves, currents, air-sea fl uxes of 
momentum, heat and gas exchange and sediment 

transport in the sea, a coupled wave-current model is 
one necessary part of the model system.  The detailed 
mechanisms of turbulence (which are affected by waves) 
must be incorporated into hydrodynamic models and 
are still to a great extent unknown.  Practical solutions 
such as bulk parameterisations may fail in the very areas 
where they are most critical e.g. in momentum fl ux 
when waves are not in equilibrium with the wind. 

Earlier work on wave-current interaction in the Irish 
Sea showed the feasibility of the coupling of wave and 
hydrodynamic models but the computational cost 
was very high (Wolf et al., 2002b).  It was therefore 
necessary to develop an implementation of the fully-
coupled model on a parallel computer.   The coupling is 
two-way, i.e. the currents affect the waves and the waves 

affect the currents. 
Here we describe 
t h e  p h y s i c s , 
t h e  numer i c a l 
solutions required 
and some results of 
the coupled model 
for the Irish Sea 
(Figure 1), where 
the complicated 
bathymetry and 
t o p o g r a p h i c 
f e a t u r e s  ( i . e . 
head l ands  and 
shoals) produce 
tidal and wind-
driven currents 
that exceed 3m/s 
in some locations.  
It is exposed to 
the SW with swell 
waves from the 
NE Atlantic, where 
some of the largest 

waves outside the Southern Ocean can be found.  The 
Irish Sea is also noted for short choppy seas generated 
locally by winter storms.

Figure 1:  Bathymetry (in metres) of the Irish Sea (left). Partitioning scheme for 
parallel processing (right).
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Details of wave-current coupling
The effects of current and depth refraction of waves 
by the changing water levels and currents, and the 
coupling between waves and currents in the surface and 
bottom stress terms are included.  The wave-current 
interaction module allows the synchronous exchange 
of  in format ion between 
POL3DB (the component of 
POLCOMS which computes 
the 3-D baroclinic current 
field) and the spectral wave 
model ProWAM, which is 
a modified version of the 
WAM model (Komen et al., 
1994).  In this implementation 
ProWAM works as a module of 
POLCOMS, so the wave model 
uses the same bathymetry and 
wind information supplied to 
the hydrodynamic model.  The 
different time-steps used by the 
models are independent but, as 
the wave model is embedded in 
the baroclinic step of POL3DB, 
the ProWAM time-step must 
be an integer multiple of the 
POL3DB baroclinic time step.  
The wave model consists of 
propagation and source terms 
(such as wind input and dissipation).  The source terms 
are integrated on a longer time step than propagation.  
An example of the time stepping in the coupled system 
is presented in Figure 2.

Figure 2:  Time stepping in the wave-current interaction module.

Parallelisation and Optimisation
The propagation terms require more work in 
implementing a parallel code than the source terms 
since the way in which the code is parallelised is to 
distribute the spatial grid over the processors.  The 
source terms, however, are local to each grid-point.  The 
area partitioning is shown in Figure 1.  The strong current 
gradients in some areas enhance the spectral variability 
of the wave field so the use of even smaller time steps 
for the solution of the source terms becomes necessary. 
The wave-current interaction module is already an 
expensive sub-model of POLCOMS.   Normally, using 
the wave module increases the computation time in 
a factor 20 with respect to the standard POLCOMS 
system.  For the Irish Sea the system must be set up 
in such a way that the coupled system uses 40 times 
more computer time than the standard POLCOMS 
implementation. Performance improvements were 
made by reducing repeated calculations, correct loop 

Figure 3:  Wallclock time of the parallel code over a range of 
processor counts for the original code on Newton’s 1.3GHz 
processors, the optimised code on Newton’s 1.3GHz processors 
and the optimised code on Newton’s 1.5GHz processors.  The 
log scale shows the order of magnitude difference between 
the run times whilst maintaining the same level of scalability.

nest ordering and reducing the number of temporary 
arrays.  These serial optimisations of the ProWAM 
part of the code resulted in an improvement of an 
order of magnitude in run time whilst maintaining the 
high scalability of the code, results from Newton are 
provided in Figure 3.
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Results for Irish Sea
The performance of the system is assessed in the Irish 
Sea, with a high spatial resolution of about 1:85km. 
In order to incorporate swell (remotely generated 
waves) coming from the Atlantic, a coarser resolution 
wave model, which includes part of the northeast 
Atlantic Ocean (NEA), was used.  The open boundary 
conditions for the hydrodynamic model were generated 
by an implementation of POLCOMS for the northwest 
European continental shelf.  The wind forcing is provided 
by six-hourly, 1-degree resolution, ECMWF ERA40 
reanalysis surface winds and atmospheric pressure, for 
the period from 02/02/1997 to 16/02/1997.

Conclusions
Results indicate that the effect of currents on the waves 
(e.g. modulations of wave height and mean period) can 
be signifi cant in the Irish Sea area (see Figure 4).  Larger 
effects are observed around headlands and shoals, 
where the magnitude and shear of currents are large. 
The effect of waves on currents is also evident around 
headlands and shoals (Figure 5).  During stormy periods, 
differences in the daily mean current speed are mainly 
caused by the wave-dependent surface stress.  The effect 
of the combined wave-current bottom shear stress is 
confi ned to coastal areas.

The model is now running in an optimum environment 
which will facilitate further development. This will 
include the effect of current shear; radiation stress 
which generates long-shore currents and set-up in 
the coastal zone and continuing improvements to the 
other source terms in the wave model. We are also  
working on collecting suffi cient data to validate and 
test the model.
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Figure 4:  Daily mean differences (coupled minus uncoupled) 
of wave height (in m) and mean wave period (in seconds) 

corresponding to the 11/02/1997.

Figure 5:  Daily mean differences (coupled minus uncoupled) of 
currents at the surface (left panel) and the bottom (right panel) 

(m/s) for the 11/02/1997.
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Newton Changes
Kevin Roy

Senior HPC Consultant, Manchester Computing, University of Manchester
A history
Newton was brought into service on 1st October 
2003, since then Newton has proved to be a welcome 
addition to the CSAR service.  It has blended the high 
performance interconnect from SGI that had made 
the Origin series successful, with high performance 
processors from Intel.  Many applications have seen 
great improvements over Turing and Green, but one 
of the down sides of the machine was the relative 
immaturity of the system.

The compilers have improved markedly since 2003; the 
compilers on the early system contained a number of 
internal compiler errors and many applications required 
specific compiler revisions.  Intel’s history can clearly 
explain this – Intel’s long history in desktop computing 
had led to a reliable C/C++ compiler, but their exposure 
to large Fortran codes wasn’t quite as comprehensive 
until the Itanium 2 processor which was targeting the 
HPC market.  Intel Compiler version 8.1 has proved to 
be more optimal and reliable for nearly all applications.  
This will be discussed in a little more depth later on.

The Itanium 2 processor was a relatively new processor; 
this means a lack of robust community or commercial 
software particularly in the development tools area.  
Another area which has suffered is the reliability of 
the operating system (OS).  SGI has a long history of 
producing scalable operating systems (Green has always 
had a single OS run across its 512 processors), which it 
has tried to bring to the Linux world.  Many additions 
have made it into the Linux core with other features 
being added to a list of OS upgrades called Propack.  
It is the features in Propack that allow the operating 
system to scale beyond the sizes of machines that Linux 
can, and allow the interoperability with the cluster file 
system (CXFS) that is used on the SAN.  

Propack Updates
Newton has recently (26th April) undergone a 
considerable update in Propack version.  This new 
version (Propack 3.0 service pack 4) has been applied 
to alleviate some of the stability issues.  Propack 3.0 
has been available for some time and so has undergone 
considerable testing from other sites, but since CXFS 
is the file system employed on Newton we have been 
awaiting CXFS 3.2 which was released earlier this 
year.

Two of the major problems seen on Newton have 
been SAN reliability and I/O buffering in the operating 
system.  SGI have identified the SAN software as being 
responsible for a number of the Newton crashes with 
fixes being available in CXFS 3.2.  Linux has developed 
from a multipurpose desktop environment where 
manipulation of files is one of the key tasks so the I/O 
buffering (areas of memory used for keeping copies 
of files for quicker access) is set to a high level.  In a 
HPC environment this batch area memory should be 
dedicated to the batch job.  It is also useful in interactive 
areas of the machine but there have been occasions 
when this memory has not been released, leaving the 
lower numbered processors (reserved for the OS) to be 
short of memory.  This in turn may eventually affect the 
performance of the rest of the machine.  Both of these 
problems have been addressed in the recent updates.

Propack 3.0 is based on a newer version of glibc, so 
with it comes increased performance of some of 
these routines, in particular some of the maths library 
functions (from libm). It has also included many other 
bug fixes and security updates.

A few caveats should be noted.
• Though nearly every code that has been tested 

has provided exact numerical reproducibility; this 
cannot be guaranteed and so a recompile may be 
useful – we have also changed the default compiler 
so this might be an ideal time to recompile and gain 
the advantages of the 8.1 compilers.  

• Any calls to private glibc functions may fail to link 
with the new system.

Compiler Changes
Intel Compilers v8.1 have been tested extensively on 
Newton by CSAR staff and others, and have proved to 
be far more efficient and reliable and so have recently 
become the default compiler.  This new compiler has:
• Provided far less internal compiler errors on Fortran 

codes.  These internal compiler errors often meant 
that only one specific release of the 7.1 compilers 
would work for a given application.

• Much quicker compile times.  There were a few 
instances of files taking several minutes to compile, 
this has now been reduced.

• Provides faster codes.  As expected with newer 
compilers they produce faster codes.
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Figure 1:  Improving the Performance of MPI_Allgather using MPI 
One-Sided Communication.

Jon Gibson
HPC Consultant, Manchester Computing, University of Manchester

Improving Parallel Performance Using MPI One-
Sided Communication and MPI-IO

Two major bottlenecks for codes running on HPC 
machines are communication time and time to do I/O. 
Both of these are becoming more significant with time, 
given that processor speed is increasing relative to 
communication speed, and as the trend is to run jobs 
on larger and larger numbers of processors. In this 
article, we consider how the MPI 2 standard provides 
techniques for improving performance in these two 
areas.

In the communication model assumed by the MPI-1 
standard, each processor has its own local memory, 
whose contents can only be modified by the process 
running on that particular processor.  Hence, in order 
to change the memory associated with a remote 
processor, there must be explicit send and receive 
calls by the processes involved. This requirement for 
both a sender and receiver is referred to as two-sided 
communication.  Although this approach works very 
well for many problems, it is not always ideal for a given 
algorithm.  For example, it requires both the sender and 
receiver to know how many messages are being sent, as 
well as the type and amount of data.  It may also need an 
excessive amount of synchronization, especially where 
a large number of small messages are involved. 

For codes with a communication bottleneck, alternative 
approaches need to be considered.  If the code is using 
blocking communication, then a move to non-blocking 
calls allows greater overlapping of communication 
and computation, so reducing the synchronization 
overhead. However, further improvements can be 
made with a move to one-sided communication.  As 
the name suggests, one-sided communication allows a 
given process to directly access the memory of another 
for the purposes of reading and writing.  This leads 
to both a reduction in the synchronisation overhead 
and possible algorithmic simplification, in that only the 
process making the remote memory access needs to 
know the type and amount of data.  Although there 
are a number of one-sided communication models (e.g. 
SHMEM, LAPI, Co-array Fortran), for portable code, as 
with message-passing generally, the MPI paradigm is the 
one to choose. 

Programming one-sided MPI communication does 

require a new way of thinking, with the programmer 
having to decide what bits of memory should allow 
remote access and at what times. There are also new 
types of bug to be avoided. Since we don’t have the space 
to go into the details of using one-sided communication 
here, we’ll illustrate its potential with a simple 
example. CSAR’s Kevin Roy has re-implemented the 
MPI_Allgather function using one-sided communication 
and compared its performance with the standard two-
sided implementation. Figure 1 shows the significant 
improvement in performance this provides.  A further 
improvement in performance is expected with improved 
synchronisation within this algorithm.

As we’ve already mentioned, I/O can also be a major 
bottleneck on parallel machines.  In fact it is often said 
that “a supercomputer is a device for converting a 
compute-bound problem into an I/O bound problem.” 
Any code that uses a single process to perform I/O 
on behalf of all processes is serialising that part of the 
application and hence limiting the overall scalability 
according to Amdahl’s law.  Alternatively, if the I/O can 
be performed in parallel on a parallel file system, then 
the performance and scalability of the code can be 
greatly increased.  A simple approach to parallelising 
I/O could be to get each process to output one file. 
However, this restricts the ability to change the number 
of processes and the separate output files may still have 
to be combined in some way in order to post-process 
or analyse the data.  Parallel access to individual files is 
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really what we want.  There are a number of I/O libraries 
that can provide this, two popular ones being NetCDF 
and HDF5.  Both of these have parallel versions of the 
serial libraries and allow architecture-neutral fi les to be 
created.  However, the parallel versions of these libraries 
are still at the developmental stage. They are built on top 
of MPI-IO and it is necessary to understand aspects of 
MPI-IO in order to use the libraries effectively. 

MPI-IO allows the input and output of binary fi les 
using all the processes within an MPI group and offers 
the advantage of output to a single fi le.  File access is 
performed using MPI derived datatypes, allowing fast I/O 
using collective operations.  Data is packed into a fi le in a 
manner consistent with a serial program and so data can 
be read out on any number of processors and hence fi les 
are re-usable on a given machine.  There are in fact three 
different format options for writing data: native, internal 

and external32.  The fi rst of these is the native format 
of the machine; internal is understood by the whole MPI 
environment, even if it happens to be heterogeneous; 
and external32 is a completely portable, machine-
independent format.  Unfortunately, external32 is not 
currently available on Altix machines but once it is, it 
will make MPI-IO an even more attractive option. 

Again, the details of using MPI-IO are beyond the scope 
of this article.  However, if your appetite has been 
whetted, then we’d like to point you in the direction 
of our “MPI One-Sided Communication and MPI-IO” 
course. In this one day course, we delve into the 
mysteries of these important features of the MPI-2 
standard and explain how they can be used to improve 
the performance and scaling of your code.  A course is 
likely to be scheduled in the near future.  Please contact 
jon.gibson@manchester.ac.uk to register your interest 
now, as places are likely to be limited. 

Technical Symposium on Reconfi gurable 
Computing with FPGAs, 21-22 February 2005

Kevin Roy and Mike Pettipher
Research Support Services, Manchester Computing, University of Manchester

In February 2005, the University of Manchester hosted 
a 2 day symposium on Reconfi gurable Computing with 
FPGAs (Field Programmable Gate Arrays). This meeting 
was sponsored by Cray and SGI, and supported by 
the Ohio Supercomputer Center (OSC), who hosted 
a similar meeting in October 2004.  The focus of the 
symposium was the use of FPGAs for High Performance 
Computing.

For people that have not come across FPGAs before, 
they are essentially hardware that can be programmed 
to do whatever they are tasked with.  The millions of 
logic gates on the chip allow a fl ow of data or bits; 
fl ows can be constructed into algorithms to solve 
complex problems.  The real benefi t is that, because 
of their reconfi gurability, an algorithm written for an 
FPGA allows you to create a processor to solve your 
particular problem rather than using the main CPU 
which has a rather rigid structure (set numbers of 
fl oating point units, integer units, loads/stores per cycle 
etc).  This benefi t is highlighted by one of their main uses 
in prototyping digital circuit designs.

Two of the major HPC vendors are now actively 
pursuing this technology - Cray have been marketing 

a HPC system with (optional) FPGAs, the Cray XD1, 
and SGI are soon to be offering optional FGPA bricks 
that can be accommodated in an Altix. 

Other vendors from the FPGA market are also 
targeting the HPC community – the symposium had 
speakers from XIlinx on the underlying hardware and 
future chips, Nallatech who spoke on the history and 
commercial realities of FPGAs, Celoxica who spoke 
about implementing algorithms in FPGAs, Mitrion who 
spoke on programming for FPGAs and Star Bridge 
systems who spoke about development environments 
for FPGAs.

This is not the new area it seems as was highlighted 
by many talks from the research community, including 
the University of Durham, University of Saarland and 
NASA.

It was clear from the event that FPGAs have a long way 
to go to achieve a more widespread adoption in the HPC 
community.  The potential benefi t for some applications 
seems impressive but this is less clear for fl oating point 
arithmetic, and the development environments seem 
immature with algorithms needing to be coded in lower 
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OpenFPGA Effort Announced at Manchester 
Reconfi gurable Computing Conference

Eric Stahlberg, Senior Systems Manager and
Kevin Wohlever, Technical Director,

Ohio Supercomputer Center

The Manchester Reconfi gurable Computing Conference 
was the perfect opportunity for the Ohio Supercomputer 
Center to announce an effort to bring together 
developers and hardware manufacturers, academic, 
government and commercial organizations to work 
together to advance the use of FPGA technology in 
high level applications.  The effort has the mission to 
promote the use of Field Programmable Gate Arrays in 
high-level and enterprise applications by collaboratively 
defi ning, developing and sharing critical information, 
technologies and best practices for exploiting FPGA 
applications.

Following an earlier OSC conference on reconfi gurable 
computing hosted in October 2004, efforts began to 
determine the interest of these diverse communities 
in banding together to solve common problems 

level languages (of particular concern for many 
users there appears to be no Fortran compiler 
and none on the horizon either).

The most encouraging thing is there does seem 
to be a drive both from the vendors of HPC 
and the user community to see where FPGAs 
can go, and to see if they can solve some of the 
future problems facing HPC systems.

The meeting was very successful attracting over 
100 delegates from very varied backgrounds 
and countries – the objective of bringing 
together people with a common interest in 
this technology was certainly achieved. The 
new OpenFPGA forum (see separate article) 
will also help to drive forward the use of FPGAs 
in HPC.

For further information, please see the following review:  
http://www.hoise.com/primeur/05/articles/monthly/CL-
PR-03-05-1.html, or contact either of the organisers 

OpenFPGA Effort Announced at Manchester 
Reconfi gurable Computing Conference

of portability, interoperability and intra-application 
communication.  With international interest confi rmed, 
the task to create the organization commenced in 
February with the formation of an ad hoc steering 
group with representatives from multiple application 
areas, computing centers, government, academic and 
commercial organizations spanning multiple countries. 
This group has established objectives to pursue in 
several areas including characterizing best practices, 
exploring standardization, improving education and 
promotion of reconfi gurable computing solutions and 
encouraging broad participation and collaboration.

More information on this effort can be obtained at the 
organization’s new website located at www.openfpga.
org where those interested can register and become 
a part of the effort.

Figure 1: Overview of Virtex by Clive Walker of Xilinx.

Kevin Roy or Carl Ward at the University of Manchester.   
A CD of the presentations is available from Carl Ward 
(carl.ward@manchester.ac.uk).
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I started to work for Research Support Services on 
5th January 2005 as a Software Engineer/Research 
Associate on the Supercomputing Data Mining project, 
reporting to Mike Pettipher.  I work on synchronising 
and handling the large amount of data required by data 
mining applications in this project.

Previously, I did an MSc here at UMIST (now merged 
with University of Manchester), in the Department of 
Computation. My MSc compared different distributed 
mutual exclusion algorithms on a small departmental 
cluster running PVM.  My PhD was in networking where  
I used some novel methods to improve the performance 
of the distributed and intelligent antnet routing 
algorithms, based on the ants’ emergent behaviour in 
real life.  In addition, I have also simulated various logical 
network topologies and traditional routing algorithms 
on a small cluster by using PVM.  The draft of my PhD 
was only recently submitted, and I’m still waiting for the 
Viva.  I did my BSc in Computer Engineering in Cyprus 
where I am originally from. 

I have been programming since I was in primary school. 
I started with basic 5 and have programmed in a variety 
of environments and languages including Pascal/Delphi, 
Visual Basic, C/C++, Java, x86 assembly, and now I am 
learning Fortran.  I have also used RPC and PVM and 
am learning OpenMP and MPI at the moment.

I recently got married and devote most of my spare 
time to my wife, however I have a number of hobbies 
the main one being amateur photography.  Now that 
my PhD is done, and I have more time and money, I 
can afford to invest in a better camera and spend some 
more time taking photos.  Other hobbies are travelling, 
reading, Formula 1, playing football and basketball, and 
going to cinema.

I moved to the UK in September 2004 having completed 
a PhD in theoretical chemistry and laser photoacoustic 
spectroscopy at the University of Otago in Dunedin, 
New Zealand.  My research focused on the prediction 
of vibrational overtone spectra based on the local 
mode theory of molecular vibration.  Unlike the more 
conventional ‘normal modes’ theory of vibration, where 
all atoms in a molecule move in phase, local mode 
vibrations involve the absorption of radiation in localized 
oscillators, for example, absorption in an individual OH 
bond in a water molecule.  Our research group was the 
first to show that vibrational overtone transitions in water 
complexes (clusters of water molecules held together 
by weak intermolecular forces) are contributing to the 

Firat Tekiner, Research Associate, Manchester 
Computing, University of Manchester

Tim Robinson, HPC Consultant, Manchester 
Computing, University of Manchester

I joined CSAR at the beginning of August 2004 as part 
of the High Performance Computing Team.

The first eight years of my professional life were spent in 
civil engineering at Staffordshire County Council.  I was 
involved in the regeneration of derelict land, particularly 
disused collieries.  In need of a fresh challenge I left to 
pursue my interest in mathematics.

First stop was a BSc in Mathematical Sciences with 
Computer Science at City University in London.  I 
then moved here to Manchester to take an MSc in 
Numerical Analysis and Computing, the computing 
element was taught by people who are now colleagues 
in the Research Support Services group. Finally, I am 
just completing a PhD in numerical linear algebra.  The 
thesis includes development of efficient numerical 
algorithms and Fortran code to solve various matrix 
problems.  Some of the code will appear in the next 
release of the LAPACK library.

Outside of work my main interest is the theatre. So it 
is fortunate that Manchester has the largest number of 
theatres in England outside London.  I will see anything 
from a small fringe production to a large West End 
show, classic or contemporary, as long there is good 
characterisation and dialogue.  My favourite writers are 
Willy Russell, Mark Ravenhill and Jonathan Larson.

New Staff

Craig Lucas, HPC Consultant, Manchester 
Computing, University of Manchester

absorption of sunlight in our atmosphere.  The role of 
such complexes has previously been neglected in global 
circulation models and global warming assessments.

Outside of work my interests include South-East 
Asian, Asian and North-African cuisine (cooking and 
eating!), wine-appreciation, playing the guitar, and 
foreign travel.  A recent trip to Tunisia has inspired 
me to brush up on my French and to learn Arabic.
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Novel Doping of Diamond using C60

S. J. Sque and R. Jones, School of Physics, University of Exeter
J. P. Goss and P. R. Briddon, Physics Centre, School of Natural Sciences,

University of Newcastle upon Tyne
S. Öberg, Department of Mathematics, Luleå University of Technology

Diamond is a truly remarkable material for several 
reasons.  Apart from its celebrated optical properties 
that make it suitable for use as a gemstone, diamond’s 
large electronic band gap, exceptionally high thermal 
conductivity, and high tolerance to radiation - amongst 
other properties - suggest that it would exhibit 
outstanding performance in applications such as power 
diodes, high-frequency field-effect transistors, and 
particle detectors.

However, the development of such diamond-based 
electronic devices has been held back by technological 
problems.  One of these is the lack of suitable shallow 
donors and acceptors for efficient doping of the 
diamond bulk.  The best bulk dopants are boron, with 
an acceptor level at 0.37 eV, and phosphorus, which 
has a donor level at 0.6 eV.  Although there has been 
intensive study to try to fi nd shallow donors - and 
several computational studies have been carried out 
[1, 2] - up to now there has been little success.  Some 
reports have suggested that sulphur [3] and boron-
hydrogen defects [4] would form shallow donors, but 
these claims have not been substantiated.

It is less well known that diamond also possesses a 

number of outstanding surface properties.  Of particular 
interest here is the possibility to lower the ionisation 
potential substantially by bonding the surface atoms to 
hydrogen. This effect is due to the dipole moment of 
the heteropolar bond between H and C.  In contrast 
with most other constituents of semiconductor 
devices such as Si, Ge, Ga, or As, carbon (with a Pauling 
electronegativity of 2.5) is more electronegative than H 
(at 2.1), and thus the dipole layer associated with the 
hydrogen termination of diamond creates a downward 
potential energy step of ~1.5 eV, lowering the work 
function for any electron that attempts to escape.  This 
leads to an ionisation potential of around 4 eV, and as a 
consequence, electron transfer from the valence band to 
physisorbed adsorbates can be energetically favourable. 
Figure 1 shows the band structures referenced to the 
vacuum level for hydrogenated, oxygenated, and OH-
terminated (001) surfaces.  The negative electron affi nity 
clearly arises from the conduction band states lying above 
the vacuum level, especially in the hydrogenated case.   
A transfer of charge accounts for the p-type surface 
conductivity of hydrogenated diamond [5, 6].   Here, it 
is believed that OH3

+ electron acceptors, lying within the 
ubiquitous water layer on the diamond surface, undergo 
a chemical reduction to molecular hydrogen and water 

Figure 1:  Calculated electronic band structures for the most stable confi gurations of the different surface terminations 
considered in these investigations. The zero of the energy scale is the vacuum potential for each system. Occupied and 
unoccupied levels are shown as thick blue and thin red lines respectively, and are superimposed upon shaded regions that 
represent the aligned band structure for bulk diamond. Note that the vacuum level lies above the conduction band bottom
for all except the oxygenated surface, giving a negative electron affi nity. However, this is greatest for the hydrogenated surface.
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molecules after electron transfer from diamond.  The 
charge transfer induces an electrostatic potential that 
confi nes the holes in a near-surface layer, but leaves 
them free to move parallel to the surface. 

The driving force for the electron transfer between two 
materials is a low ionisation potential of one material, 
and a high electron affi nity χ of the other.  The LUMO 
level of the aqueous layer on diamond lies below the top 
of the valence band at the diamond/electrolyte interface 
and causes charge exchange.  The resulting Fermi level 
lies below the valence band top at the interface and 
this energy difference determines the density of holes 
in the diamond.

The complex nature of the atmospheric surface acceptors 
as part of an electrochemical system of solvated ions 
brings about a number of obvious disadvantages for 
electronic applications.  The concentration of holes 
induced is diffi cult to control and depends sensitively 
on ambient conditions.  Moreover, being physisorbed 
on the surface, the 
acceptor layer is 
of only limited 
thermal stability 
and electronic 
dev i ces  based 
on atmosphere-
induced surface 
conductivity suffer 
from long-term 
instabilities.  For 
the production of 
devices exploiting 
t h i s  e f f e c t , a 
thermally stable, 
non-volatile, and 
r e p r o d u c i b l e 
surface adsorbate 
w o u l d  b e 
preferred.  Hence 
there is signifi cant 
interest in fi nding 
a suitable solid-
state transfer dopant for diamond. Useful adsorbates 
would be chemically inert and leave the hydrogenated 
surface intact.  For these reasons alternative adsorbates 
are highly desirable, and the quest for them can be 
guided to fi rst order by a value of χ ~ 4 eV.

An initial computational study using the AIMPRO local-
density-functional code had predicted a transfer doping 
of diamond caused by the extraction of electrons from 

the hydrogenated diamond surfaces by an adsorbed 
molecule of C60 [6].  C60 is non-toxic, readily available 
in bulk quantities, and is unlikely to disrupt the diamond 
surface.  Although its electron affi nity is measured as 
2.7 eV, our initial calculations found clear evidence for 
an electron transfer from diamond to C60 effected 
through a strong polarisation of the interface stabilising 
the charge transfer. 

This anticipated experiments carried out in Erlangen 
that vindicated the theoretical predictions [7].

More recent calculations (see Figure 2) have confi rmed 
the effect. These were carried out in 316-atom cells 
and the resulting band structure, shown in Figure 3, 
demonstrates transfer doping between the adsorbate 
and diamond. These calculations require the largest 
computers and are at the upper end of useful 
applications.  While most ab-initio studies of surfaces 
are content to study a few adsorbed atoms as in a small 
molecule, here the adsorbate has 60 atoms!

We d id  not 
limit ourselves 
to the study of 
C60.  We then 
reasoned that 
C60F36 would be 
a much superior 
transfer dopant, 
owing to its 
larger electron 
affi nity.   This has 
been confi rmed 
with further 
c a l cu l a t i on s 
carried out in 
a  416 - a tom 
cell. Figure 4 
demonstrates 
o n c e  a g a i n 
that electron 
transfer to the 
molecule will 

easily occur.  These predictions have also been recently 
verifi ed by the Erlangen group [8].  In summary, ab-initio 
local-density-functional calculations have demonstrated 
the basis for transfer doping between hydrogenated 
diamond surfaces and electron-attractive adsorbates.  
Furthermore, these calculations anticipated experimental 
results and show the value of computational modelling 
in addressing complex questions. 

Figure 2:  Modelling a monolayer of C60 atop the diamond surface. (a) The minimal unit cell 
for the diamond slab is repeated to form a square ‘platform’, and a molecule of C60 (shown 
as a large sphere) is placed on the platform. The combined system is repeated via the lattice 
vectors a and b, shown as thick arrows.  C60 is then in a quasi-hexagonal packing, yet the 
underlying diamond surface tessellates correctly. Dimensions are given in Å. The spacing 
~ 10.01 Å between molecules is very close to that found in a (111) plane of solid C60.
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Figure 3:  Electronic band structure for a C60 monolayer adjacent 
to diamond.  The zero of the energy scale is the system vacuum 
level.  Occupied and empty electronic states are shown by thick 

solid and thin dashed lines respectively.  The metallic nature of the 
system accounts for a transfer doping effect.

Figure 4:  Electronic band structure for C60F36 on the diamond 
surface.  The zero of the energy scale has been aligned with the 

diamond valence band top.  Occupied and empty electronic states 
are shown by thick solid and thin dashed lines respectively.  The 

tiny separation between occupied and empty levels imply transfer 
doping can occur in this system.
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Supercomputer Data Mining - Project 
Overview

Firat Tekiner and Mike Pettipher
Research Support Services, Manchester Computing, University of Manchester

The aim of this project is to produce a supercomputing 
data mining tool for use by the UK academic community 
which utilises a number of advanced machine learning 
and statistical algorithms for large datasets.  This is 
a joint project with the University of West England 
(UWE), Bristol where Dr. Larry Bull is the PI and the 
University of East Anglia (UEA) and is funded by EPSRC 
under the new applications to HPC. 

Dealing with the massive quantity and diversity of data 
generated by research and industry presents one of 
the defining challenges to data mining.   The huge size 
of many databases presents an opportunity to discover 
previously unobserved patterns.  However, analysing 
large data is the major issue in data mining as processing 
such data in a timely manner would not be possible.  
Therefore, the aim of the supercomputer data mining 
project is to produce a supercomputing data mining 
resource for use by the UK academic community.  In 
particular, a number of evolutionary computing-based 
algorithms and the ensemble machine approach will be 
used to exploit the large-scale parallelism possible in 
supercomputing.  Moreover, the issue of the scalability 
of data mining algorithms is often not addressed 
experimentally and evaluation is most commonly 
conducted on relatively small datasets [1].  It is not 
fully understood how significant differences in data 
mining algorithms on these small data sets translate 
to large data sets, therefore, we aim to explore the 
relationship between algorithms and data size as part 
of this project [2].

Parallelisation at a high level will be considered where 
large number of independent tasks (data mining 
algorithms) are performed on different chunks of 
data rather than parallelising the algorithm itself.  In 
other words data parallelism is adopted instead of 
task parallelism.  The simultaneous consideration of 
outputs from more than one algorithm for a given input 
presented to all algorithms, e.g. by majority voting, has 
been found to give improved performance over the 
traditional use of a single algorithm [3].   This ensemble 
approach would appear to be ideally suited for use on a 
supercomputing resource since each algorithm operates 
independently and so can be executed in parallel on 
different processors before a final output is determined; 

with a large number of processors available, the 
potential use of very large (heterogeneous) ensembles 
becomes possible for large datasets.

Figure 1:  Master-slave implementation of data mining flow chart.

In Figure 1, master process instantiates the data miners 
on the other processors and sends a subset of the data 
to each learner (slave) (ultimately MPI/IO will be used to 
avoid this initial communication).  The Learner contains 
a data mining technique which has two methods; train 
and test.  The Learner causes the algorithm to repeat 
the train/test cycle until some threshold or timeout 
is reached, Figure 2. When all Learners complete 
the training method and signal termination, master 
sends the reserved data to all learners to run the 
ensemble test and receives their output. Initially four 
data mining techniques [4], namely, naïve bayes, kth 
nearest neighbour, decision trees (c4.5 and c5.0) and 
support vector machines will be implemented in serial 
algorithms that will be combined through the use of 
ensemble techniques.
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Data management is one of the key issues in any 
data mining application and it will be one of the most 
important factors that affect the problems that can be 
studied.  The amount of data may be extremely large 
ranging from hundreds of Megabytes to Terabytes. The 
Newton service provides 1 Terabyte of shared memory 
and it will be fully exploited in this project. However, 
despite the advantages of this environment, data access 
will be a major challenge, and one of the algorithmic 
objectives will be to mask the data access time from 
the disk.  The best scenario would be to read the data 
in advance so that it is available when the processor is 
ready for it.  Then, it does not matter how long it takes 
to access the data. 

Once the initial objectives are achieved advanced 
techniques will be used to improve data management 
issues as well as the performance of the algorithms 
themselves.

Figure 2:  Data miner flow chart.
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Andrew Rowley, Access Grid Support Centre Officer,
Manchester Computing, University of Manchester

The last six months have seen a huge increase in the 
number of Access Grid nodes in the UK.  The Access 
Grid Support Centre has now registered over forty 
nodes across the country and there does not appear 
to be any visible decrease in the rate at which nodes 
are being registered.  With this surge in the uptake of 
Access Grid, many users are now looking to what the 
Access Grid promises to provide in the future.

The Access Grid Now

There are two software products currently in use 
that allow the connection to an Access Grid meeting.  
These are the inSORS client and the Access Grid 
Toolkit (AGTk).  These tools are fully interoperable 
for multi-site videoconferencing, which is the main use 
of Access Grid.  Commonly, users use only audio and 
video in any given Access Grid meeting, however it is 
becoming more common to also share presentations 
between sites.  Both tools provide means to make this 
possible, but only when using inSORS software at the 
site giving the presentation can both the inSORS and 
AGTk nodes both see the presentation.  In the UK, 
this problem is solved by allowing any node registered 
with the Access Grid Support Centre to download the 
presentation part of the inSORS software (known as 
IG-Pix) for free.  However, international sites have to 
rely on third party solutions when both inSORS and 
AGTk nodes are in use.

Increasing the Quality of Access Grid Video

The video format currently used by Access Grid is 
very effective for sending images of people.  The format 
cleverly removes the parts of the image that the human 
eye does not notice.  Unfortunately, this technique relies 
on the video being smooth; this is not true of most 
images on a computer screen for example (see Figure 
1).  Similarly, when more than three people appear on 
a video stream, it is difficult to tell which person is 
speaking.  This shows the need to increase the quality 
of the Access Grid streams.

This need for increased video resolution has been 
recognized by some members of the Access Grid 
community.  There is now a version of vic (the video tool 
used by AGTk) that uses the MPEG-4 codec.  This video 
format uses the same bandwidth as the current format, 
but the resolution is not fixed.  Another solution that 
has been developed is the use of High Definition Video 
(HDV) and Digital Video (DV).  These formats require 
much more bandwidth than MPEG-4, and therefore 
separate addressing is used so that only the required 
video streams are displayed in an Access Grid session.  
All these formats would also allow the playback of most 
video files over the Access Grid, allowing for shared 
movie viewing. 

Figure 1:  An example of Access Grid video streams.  The left image appears to be of higher quality that the right image, but this is an 
illusion of the Access Grid video format.  The words in the right image are difficult to read.

Access Grid Now and in the Future



FOCUS 19

Video Placement Technology

Any user of the Access Grid will have noticed that most 
meetings require the presence of a node operator.  
One of the jobs of the operator is to lay out the video 
streams on the projector wall.  If a participant joins in 
the middle of the meeting, the new video streams must 
also be placed so as to be visible to the local participants.  
Video Placement (VP) is a piece of software that 
automatically arranges the video streams of the remote 
sites.  The streams are also arranged by the site that is 
transmitting them.  This is configurable, so that different 
sites can appear differently (see Figure 2).  InSORS 
clients also feature a very basic video layout tool.

Figure 2:  An example of video layout using VP.

Presentation Sharing

Other solutions are now being developed for 
presentation sharing.  One solution being investigated 
at the Access Grid Support Centre is to have a copy of 
the screen transmitted as an Access Grid video stream.  
This has the advantage that it should be possible to 
see full movement on the screen; currently IG-pix only 
updates about once every second.  As was shown, the 
current Access Grid video format is not sufficient to 
support screen sending.  However, the AGSC video tool 
will support screen sending and higher quality video.

Meeting Recordings

It is often requested that a meeting be recorded.  This 
is useful for reviewing what was said in a meeting at a 
later date, or for the development of training materials.  
Current meeting recording and replay tools for Access 
Grid only support the recording and playback of the 
Access Grid streams; pausing, fast-forwarding, rewinding 
and navigation are not supported.  Work is in progress 
to enhance one of these tools known as Voyager 
Multimedia Server developed at Argonne National 
Laboratory.  As part of the Memetic project (http://
www.memetic-vre.net/), this will also be integrated with 
Meeting Replay (http://www.aktors.org/coakting/mars/).  

This will include the annotation of the recordings and 
will allow navigation through the recording, allowing 
users to view the parts of the stream that are most 
useful to them.  It is hoped that the annotation will be 
automated using events that happened in the meeting.

Looking to the Future
It is clear that there are many advances that are 
currently being developed for Access Grid.  It is hoped 
that these can become part of the standards for Access 
Grid in the future.  The work described here represents 
only a handful of the current Access Grid projects.
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UniGridS – Uniform Interface to Grid Services 

Kaukab Shah
Research Support Services, Manchester Computing, University of Manchester 

UniGridS is an EU 6th Framework Programme funded 
project.  The partners involved in UniGridS are:

• Forschungszentrum Juelich GmbH, Germany. 
• Consorzio Interuniversitario per il Calcolo 

Automatico dell’Italia Nord Orientale (CINECA), 
Italy.

• Fujitsu Laboratories of Europe, UK.
• University of Warsaw, Poland.
• Intel GmbH, Germany.
• The University of Manchester, UK.
• T-Systems SfR, Germany.

The UniGridS project is funded to develop a Grid 
Service infrastructure compliant with the Open Grid 
Services Architecture (OGSA).  It is based on the 
UNICORE Grid software initially developed in the 
UNICORE and UNICORE Plus projects and extended 
in the EU funded EUROGRID and GRIP projects.  These 
demonstrated the development of an effective Grid, 
the use of applications in a Grid environment and the 
interoperability between the Globus Toolkit version 2 
and UNICORE. 

The guiding principle of the project is both to adopt and 
to influence standards in key project areas.  Additional 
generic software components for visualization and 
steering of simulations, remote device monitoring 
and control will be developed to broaden the 
applicability of Grid computing to new scientific and 
technological areas.  Access to distributed data and 
databases will be integrated from previous European 
Grid projects.  A framework for quality of service and 
service level agreements will be designed to meet the 
requirements of industrial and business communities. 
Dynamic Virtual Organisations will be supported 
by enhancing the UNICORE security infrastructure 
to allow different usage models such as delegation 
and collective authentication. UniGridS will develop 
translation mechanisms, such as resource ontologies, to 
interoperate with other OGSA compliant systems. 

At the same time, UniGridS will target Grid economics by 
developing a SLA framework and cross-Grid brokering 
services.  The project developments will be proven in 

scientific and industrial domains, namely biomolecular 
and computational biology, and geophysical depth 
imaging by oil companies. The UniGridS project will 
cooperate with other European projects, particularly 
Integrated Projects in FP6.  It will make its results 
available to them on a timely basis and solicit their 
requirements to influence the software development 
process.

UNICORE

UNICORE (Uniform Interface to Computing Resources) 
offers a ready-to-run Grid system including client 
and server software. UNICORE makes distributed 
computing and data resources available in a seamless and 
secure way through intranets and Internet.  UNICORE 
has been designed and implemented as a total solution 
for end-users who need to execute their applications 
on a variety of systems in different organizations and 
access distributed data.  Consequently, UNICORE 
is a viable production quality Grid middleware with 
the following unique features that go well beyond any 
toolkit approach:

• Applications can be used unchanged on different 
architectures; this is especially important for 
commercial codes for which source is not available 
in general. 

• Advanced graphical interfaces can be easily 
integrated for any application. 

• Complex workflows involving different systems and 
different organizations can be easily constructed. 
The user no longer needs to manage data transfers 
or start successor jobs manually; this is all done by 
UNICORE. 

• UNICORE’s strong end-to-end security ensures 
authentication of users and accountability of 
resource consumption. 

• UNICORE respects the administrative autonomy 
of participating organisations. 

• UNICORE can utilize resources managed by 
Globus Toolkit version 2 and 3. 

The objective of UniGridS is to retain these outstanding 
characteristics of UNICORE and enhance them so 
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Figure 1:  The UNICORE client.

that individual components can interoperate with 
other web or Grid services.  Examples are: enlisting a 
different OGSA compliant resource broker or invoking 
a Web Service directly from the client without the full 
stack of UNICORE software.  As a result, UNICORE/
GS (Grid Services) will be more than ‘just another 
OGSA compliant Grid middleware’.  It will bring 
immediate value to the end-user and also to providers 
of services.

Interoperability
UniGridS plans to achieve interoperability with other 
Grid infrastructures by providing a set of atomic Grid 

services based on current standards like WSRF, OGSA 
and JSDL. We have defined five atomic services to 
create, destroy and manage different WS-Resources 
representing target systems, jobs and storage. With 
this layer of well-defined service interfaces it will be 
possible to develop applications and clients on top of 
all Grid infrastructures that support these interfaces. 
To adopt the atomic service layer, other infrastructures 
may decide to directly implement the interfaces or 
write small translation components that connect the 
interfaces to already existing services.  See Figure 2.

Figure 2:  Atomic Services in UniGridS.
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Industrial Application
UniGridS is bringing an industrial application (a 
seismic signal analysis code) to the “Grid” by using the 
UNICORE/GS programming environment.  This kind of 
geophysical application is very challenging today because 
it requires hundreds of processing units for many days in 
order to produce subsoil images of sufficient quality to 
be of use to geophysicists.   The task will be done using a 
few steps, with the minimal amount of “re-engineering” 
of the original application code. 

The aim of this work is manifold, but mainly:

• it will demonstrate the effectiveness of the 
UNICORE/GS middleware currently under 
development;

• it will leverage the UNICORE programming 
environment approach to the Grid applications by 
exploring the offered features and weakness;

• it will allow users of this kind of application to 
exploit many computational resources, even from 
more than one institution, in order to tackle 
complex problems in a more effective way.    

Functionality
The application is being implemented by two UNICORE 
“plug-ins”.  The first plug-in will provide the interface 
for the application parameters (Figure 3) and for the 
pre-processing phase, with the second one being used 
(Figure 4) for the “solve” phase.  This latter phase will 
be split among many computing resources and the 
user will be able to manage the parameter settings for 
the application in one place and for all the available 
computing platforms.

Figure 4 shows a screenshot of a session for the 
submission of a “second phase” job (namely New_
KTAE1) that follows the execution of the “first phase” 
jobs listed on the central panel of the UNICORE client. 
The “second phase” job will inherit some parameter 
settings and results from the already executed pre-
processing phase, but the user could decide to execute 
them in a totally new facility among those listed in the 
bottom left panel of the UNICORE Client.  During 
the next steps of the project these applications will be 
integrated with economic brokering for the execution 
of the “solve” phase and a better management of the 
data transfers.   

Further Details

More information on the UniGridS project can be found 
on the UniGridS website www.unigrids.org and the 
GRIP website www.grid-interoperability.org.  

The UNICORE software can be downloaded from the 
sourceforge website: 
http://unicore.sourceforge.net/.

For any questions, please contact the UniGridS 
dissemination coordinator:
Kaukab.shah@manchester.ac.uk.

Figure 4:  Submission of a “second phase” job.

Figure 3:  Interface for the application parameters.
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The development of the new ESNW Passive 
Stereo Facility and the Rise of “Presence” 

An Access Grid node system – termed by some as 
‘video conferencing on steroids’ – is slowly becoming 
a common sight with hundreds of nodes now installed 
within the US, Europe and Australasia.  These range 
from large lecture theatre nodes to small personal 
office nodes as well as the more traditional meeting 
room environment. Each node has many cameras, 
microphones and multiple screens, to enable the users 
within the meeting to ‘believe’ to an extent that they are 
in a similar shared environment.  The participants should 
not notice the technology as an inconvenience, only as 
giving and presenting an added advantage to the users.  
The University of Manchester has been chosen to run 
the Access Grid Support Centre which is pioneering 
new techniques and middleware to extend this shared 
virtual work space.  This belief that you as a user are 
sharing a common space, as well as being integrated 
completely within the meeting even if you are hundreds 
of miles apart, is a key feature to its success.

Previously in 1999, the University of Manchester 
developed and built one of the first large scale 
Virtual Environment Centres (VEC) within the UK 
academic community, called the Visualization Immersive 
Projection Laboratory (VIPL).  The VIPL consists of a 
7m curved screen, covering at the optimal position a 
125 degree field of view, displaying three projected 
and blended computer generated images allowing, for 
example, high resolution architectural walkthroughs, 
full-scale engineering diagrams, computational fluid 
dynamic analysis and extensive medical visualizations. 
An auditorium style arena allows for an audience 
of up to about 30 to have a joint experience of the 
virtual environment so that they can both share and 
then discuss in an informed manner the scientific 
data displayed.  The current system uses three Infinite 
Reality 3 graphics pipes on a multi-processor SGI shared 
memory cluster, running some specifically in-house 
designed software as well as a range of commercial 
products.  Recent use by Earth Sciences researchers 
(Figure 1) have incorporated full user motion tracking 
and 3D control using floating virtual menus to display,  
modify and analyse gigabyte data sets as well as in the 

Figure 1:  Earth Sciences in the VIPL.

When is ‘a belief being somewhere’ equal to a 
‘presence’?

Martin J. Turner and Mary McDerby
Research Support Services, Manchester Computing, University of Manchester

next stage of use to collaboratively link with other VECs 
at different universities.

VECs have now been used for wide-screen presentation 
of numerous types of data.   The number of centres within 
UK based research environments, both universities and 
other commercial organisations, has rapidly increased in 
the last few years and is expected to continue as costs 
reduce.   All these centres have an aim to try and create 
a high level of a term called ‘presence’, where a user 
or group of users, believe they are inside the data they 
are interacting with.  From experiences within VECs 
two of the most important cues of ‘presence’ include 
maintaining items as believable real-sized objects and 
the inclusion of stereoscopic vision to stop the image 
appearing flat and remote. 

The belief that you are in the same working environment 
and an increased level of ‘presence’ is effectively a shared 
aim of the Access Grid and the VEC designer.  When 
the e-Science North West Centre (ESNW) proposed 
the building of a new large Access Grid meeting space, 
the opportunity was taken to incorporate a VEC within 
the same space, both increasing the facilities available, 
and saving construction costs as a joint build, as well as 
eventually being able to exploit the features from each 
system to benefit the other. 
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The ESNW Passive Stereo Facility adds functionality 
to the current design of a core Access Grid node.  The 
current node consists of an 8m flat screen illuminated 
by three projectors including surround sound as well 
as three fixed cameras with multiple microphones. 
The two main additions required to incorporate the 
features of a VEC are a dedicated computer rendering 
engine in the form of a small PC based cluster and the 
addition of a complete stereoscopic display system. 
The cluster was designed using one master computer, 
that controls three slave computers. Each machine is 
identical incorporating; dual Xeon 3.06GHz processors, 
nVidia QuadroFX 3400 graphics cards, 1GB memory.

Each PC outputs two different images, one for the left 
eye and the other for the right eye, therefore each 
slave machine covers one third of the screen with 
two overlapping images.  This means three pairs of 
projectors are required (each projector is a Christie 
LX32) giving a DLP (Digital Light Processor) pixel 
resolution for the complete screen of 3072x768, 
although expandable via anti-aliasing to a higher 
resolution depending on software use. Stereoscopic 
viewing (Figure 2) is achieved using linear polarization 
to separate the left and right eye views.  Alternative 
matching polarising filters are placed between the 
projectors and equivalent light weight polarizing filters 
are worn by the viewers. 

Figure 2:  Stereoscopic Viewing.

For experimental purposes the new ESNW Passive 
Stereo Facility is built using alternative techniques to 
the original  VIPL.  The former uses a cluster PC system, 
passive edge-abutted stereo projection and a flat screen 
model, whereas the latter uses shared memory, active 
blended stereo projection and a curved screen model 
allowing for varied user evaluation studies.

The complete system can easily switch between the 

two main modes of Access Grid environment and VEC 
scientific visualization; and although the environments 
during a presentation can be mixed, the two systems 
should be considered as augmented to each other and 
not closely integrated.  On the first Thursday in March 
2005 the ESNW held a public ‘Greet-and-Meet’ session, 
demonstrating two of the main scientific visualization 
software platforms; AVS/Express and Amira (Mercury), 
Figure 3.  These two products aim to display similar 
scientific visualizations, but have alternative methods 
for carrying out the image rendering over multiple 
PCs.  Amira launches a set of software daemons, one 
on each of the slave computers that incorporates a full 
data model and rendering engine at each slave node 
requiring the complete data-set to be transferred before 
any visualization can occur.  MultiPipe AVS/Express has 
been developed in-house under contract for KGT and 
AVS and runs rendering modules at each slave computer, 
where the master computer then transmits intelligently 
OpenGL commands to the slaves.  Again, this choice 
allows for comparison of performances and the ability 
to create new improved rendering design modes for any 
future system.  A forthcoming article of CSAR Focus will 
consider the development of the MultiPipe AVS/Express 
and the Parallel System Toolkit that are currently being 
integrated for high performance visualizations over 
many processors.

New Experimental Augmented Project

VECs are unfortunately neither portable nor cheap. 
A new programme (SAGE Stereoscopic Access Grid 
Environment) incorporates the specification and 
construction of cheaper stereoscopic projection units 
incorporating novel stereoscopic video encoders for a 
variety of user groups.

The project involves two phases; the first being 
the construction of software and hardware to be 
incorporated with current high-end Access Grid 
nodes, specifically in its initial stage at the University 
of Manchester and the University of Southampton. 
Incorporated with this will be the developmental build 
and specification for a portable system that has minimal 
outlay costs for new users; estimated at under £10,000. 
The second phase of the project is the use of software 
recording systems based around a light-weight portal for 
storage, distribution and analysis of these stereoscopic 
performances. 

Informal pre-workshop and more formal workshop 
demonstrations are planned to promote these ideas to 
a local audience and through the Access Grid and wiki 
web sites as a global forum.  A set of initial user groups 

A New Centre - Early Launch and a Greet-and-
Meet Session
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The Celebration of UK Engineering Research and 
Innovation

Ms Joanna Leng
HPC Consultant, Manchester Computing, University of Manchester

Last November an international review of UK 
engineering research was conducted.  The exercise 
was organised by EPSRC in partnership with The 
Royal Academy of Engineering (http://ire2004.org.
uk).  This was the latest in a series of reviews of 
engineering held by EPSRC and the year of planning and 
preparation that made it possible has been shown to 
be worthwhile, see the reviewers’ report http://www.
epsrc.ac.uk/ResearchFunding/Programmes/Engineering/
ReviewsAndConsultations/InternationalReviewReport.
htm. 

The review was conducted by an international panel of 26 
experts and lasted one week.   During this time subsets 
of the panel visited forty academic sites across the 
country.   The showcase of the review was an exhibition 
which allowed the panel to see the breadth of research 
from universities not visited.  CSAR participated at this 
exhibition with Mike Pettipher, Joanna Leng and Lee 
Margetts demonstrating engineering related work.

The exhibition was a large, unique, one day event held 
at Excel in the London Docklands. Over 200 groups 
contributed and were divided into 12 integrated themes. 
CSAR was part of the Underpinning Technologies theme. 
For some time the CSAR team have been working 
with Professor Ian Smith to develop parallel numerical 
libraries for engineers.  The results of these libraries 

were analysed and validated through a visualization 
system that allowed users to directly manipulate and 
explore the data.  The group used a portable virtual 
reality system to display these visualization images at 
the exhibition.  The system had a large, bright screen 
and used stereo projection so that when a visitor stood 
in front of the system they felt immersed in the scene. 

Many of the visitors particularly enjoyed fl ying through 
the CERN tunnel.  The stereo effect made many duck 
to avoid the “walls” of the tunnel. 

Figure 1:  This is the start of the journey through the CERN 
tunnel.

have indicated desires to raise capital and resources 
independently to incorporate stereoscopic units 
within a network and include;  the Centre for Creative 
Technology at De Montfort University, archaeological 
researchers at the University of Southampton, Material 
Sciences and Earth Sciences at the University of 
Manchester.

Figure 3:  ESNW Passive Stereo Facility.

Use and Availability
Regular training courses, specific development 
consultancy and demonstration sessions are available 
via the Research Support Services group, at Manchester 
Computing.  These sessions cover both the Amira and 
the AVS scientifi c visualization software tools, as well as  
on the practical use of the VIPL and the ESNW Passive 
Centre facilities. 

The Celebration of UK Engineering Research and 
Innovation
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November 2004 saw the 17th annual Supercomputing 
Conference take place in the David L. Lawrence 
Convention Center in Pittsburgh, USA. The theme 
of the conference was Bridging Communities, which 
represented not only the technical communities 
participating in the conference but also the architecture 
of Pittsburgh.  The Conference brought together global 
expertise from industry and research, giving individuals 
the opportunity to exchange ideas and discuss future 
developments in high end computing.  As in past years, 
the University of Manchester participated in the 
conference, exhibiting amongst the research section.

A variety of individuals with a diverse range of skills 
travelled to the University to Pittsburgh, not only to 
take part in the conference, but also to demonstrate 
their own work. Fiona Cook co-ordinated the 
University’s presence at the 2004 event and also worked 
on the booth during the conference.  The booth had 
a complete overhaul this year; a new exhibition stand 
was designed encompassing the new University logo 
along with promotional material.  Demonstrations 
were given on two eight-processor Onyx machines 
which were kindly loaned by SGI. RealityGrid and 
AVS/Express demonstrations presented by Robert 
Haines and George Leaver respectively, created a lot 
of interest across the HPC, Visualization and e-Science 
communities. Kevin Roy from the CSAR team also 
attended the conference and provided expert advice 
and support in High End Computing.  Michael Robson 
from the University’s network team ensured that all 
of our networking needs on the booth were satisfi ed, 
ensuring that demonstrations ran smoothly.

The demonstrations on the University of Manchester 
stand were the fi rst opportunity for people to see 
the RealityGrid visualization applications running in 
AVS/Express Multipipe Edition.

RealityGrid is an EPSRC-funded e-Science pilot project 
that brings together a consortium of universities and 
commercial partners.  The project is grid-enabling the 
realistic modelling and simulation of complex condensed-
matter structures at the nano- and meso-scales.  A 
further benefi t is the production of generic technology 
for grid-based scientific, medical and commercial 
activities.  The University of Manchester’s contribution 
to RealityGrid is two-fold.  Manchester Computing is 
developing software designed to give existing scientifi c 
codes signifi cant steering capability,  including on-line 
visualization of potentially large datasets.   The Centre 
for Novel Computing (based in the School of Computer 
Science) is developing feedback-guided techniques for 
performance control, including performance prediction 
and job migration.

AVS/Express Multipipe Edition (MPE) is the result of 
a joint project between AVS Inc., Kubota Graphics 
Technology (KGT), SGI and the University of Manchester.  
It adds multipipe rendering capabilities to the popular 
AVS/Express visualization software, allowing visualization 
in large scale immersive environments, driven by high 
end SGI systems and PC graphics clusters.  The Multipipe 
Edition allows the user to move their AVS application 
(or “network”) from standard desktop systems to an 
immersive environment without modifi cation.  Hence 
the visualization can be viewed in whatever display 
environment is available to the user and MPE will take 
advantage of the rendering resources available, whether 
it be multiple SGI pipes or additional graphics cluster 
nodes.

For the stand, SGI loaned two eight-processor Onyx 
machines each with two Infi niteReality3 graphics pipes.  
These machines had to be entirely commissioned on 
site and it is with gratitude to the SGI conference set-
up crew that this was achieved in time.  The bulk of 

This international review of UK engineering research 
was the fi rst to have an exhibition.  The exhibition was 
liked by the review panel because it gave a “structured 
and well-presented picture of UK research that was 
available to industrial supporters, academics, the press 
and governmental representatives”.  It would seem likely 

that future research reviews by EPSRC will incorporate 
such an exhibition. In fact it may well be that future 
reviews have even larger exhibitions that are more 
accessible.  The panel saw it as a way to disseminate work 
not only to the public but also to others interested in 
technology like journalists and museum curators. 

Fiona Cook, Robert Haines and George Leaver
Research Support Services, Manchester Computing, University of Manchester

Supercomputing Conference 2004



FOCUS 27

the demonstrations consisted of an eight-processor 
simulation running on one of the machines with 
live on-line visualization provided by the other.  This 
was controlled by a laptop running the lightweight 
RealityGrid Launcher and Steerer applications and all
communications were over standard TCP/IP.  The 
application used for the demonstrations was a Lattice-
Boltzmann simulation of a water + surfactant system.  

These systems stabilise to form a structure called a 
gyroid, the progress of which was monitored in MPE 
on the second Onyx.  Judging by the numbers of people 
attracted to the stand it is clear that the visualization of 
data is becoming increasingly important to HPC users 
and that the integration of tools such as RealityGrid and 
AVS/Express is becoming more important as a result.

Robert Haines also participated in a RealityGrid 
presentation on the UK DTI e-Science stand with 
Professor Peter Coveney and Shantenu Jha of UCL.  
Professor Coveney presented the session from London 
via the Access Grid while Robert and Shantenu provided 
a live demonstration of the RealityGrid computational 
steering system on the show floor.  During the 
demonstration a NAMD simulation was started at 
SDSC using the RealityGrid Launcher.  This simulation 
was then checkpointed and a new simulation was 
spawned from this checkpoint on the UK National 
Grid Service machine at Leeds.  While this second 
simulation was being migrated across the Atlantic, VMD 
was launched and connected to the original simulation in 
SDSC providing live feedback on its progress.  When the 
simulation in Leeds had migrated, a RealityGrid Steering 
Client was attached to monitor and steer it as it ran.

An event such as SuperComputing is an opportunity 
to meet with collaborators from around the world and 
to see first hand the research they are undertaking.  
Of particular interest this year were developments 
within the fields of visualization and Access Grid.  The 
SGI stand hosted a presentation by the Scientific 
Computing and Imaging Institute from the University 
of Utah of their *ray (pronounced star ray) ray tracing 

software.  This application takes advantage of the shared 
memory architecture of SGI Onyx and Altix machines 
to produce ray-traced images of large datasets in real-
time.  HP were demonstrating their Sepia visualization 
system which provides dynamic hardware compositing 
for clusters of render nodes.  The Sepia system uses 
commodity graphics cards and FPGA logic for the 
image compositing to allow distributed rendering of a 
partitioned dataset at interactive rates.  A number of 
exhibitors were running Access Grid nodes on their 
stands, but of particular interest was that of Purdue 
University who had a stereoscopic display attached to 
theirs.  Two projectors with light polarised at 90 degrees 
to each other were used in conjunction with suitable 
glasses to produce a stereo image.  The University of 
Manchester now has its own stereoscopic  Access Grid 
node as part of the e-Science North West Centre.

A small team will travel to Heidelberg in Germany 
to take part in the International Supercomputer 
Conference (ISC).  The conference takes place in June 
(21-24) and this year the event will celebrates its 20th 
Anniversary. For further information please visit the 
ISC website at www.isc2005.org.

Figure 1:  Two visualizations of the same output from a Lattice-Boltzmann simulation shown in AVS/Express MPE. The isosurface (left) is 
rendered on one IR3 pipe and the volume rendering (right) is produced by the other pipe.
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